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A B O U T  T H E  T E A M

Who are we? 

Lucas Zanon – Professor at University of São Paulo, São Carlos School of Engineering, Department of Production Engineering

Tiago Sigahi – Professor at University of São Paulo, Polytechnic School, Department of Production Engineering

Lídia Silva – Post-Graduate Secretary at University of São Paulo, Polytechnic School, Department of Production Engineering

Renato Rodrigues – Monitor, PhD student at University of São Paulo, Polytechnic School, Department of Production Engineering



A B O U T  T H E  T E A M

What we do? 

Data and Decision 
Modelling

Sustainability
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A B O U T  T H E  C O U R S E

What this course is about

An introduction to supervised machine learning, with a

focus on applications in sustainability research. It gives

a solid foundation in core ML concepts and workflows,

with hands-on implementation in Python.

Students work through hands-on exercises, case studies and a final project on real sustainability challenges — bridging technical 

methods and sustainability-oriented research questions.

30h

workload

Graduate

Master's & PhD

English

instruction

Remote

lectures

Jul 13–22

2026



L E A R N I N G  O B J E C T I V E S

By the end, students will be able to

• Understand the fundamentals of supervised machine learning.

• Differentiate the main problem types — classification and 
regression — and their applications.

• Apply data preprocessing, exploratory analysis and visualization 
in Python.

• Implement and interpret core models: linear & polynomial 
regression, KNN, Naive Bayes, decision trees and ensembles.

• Evaluate and compare models with appropriate metrics, and 
tune simple hyperparameters (e.g., K, tree depth).

• Develop an applied project applying ML to a real sustainability 
problem.



P L A N N E D  S C H E D U L E

Ten days, from data to final project

Mon 13/07 Lecture 1 - Course intro & group formation Syllabus, datasets and course settings

Tue 14/07 Lecture 2 - Introduction to ML and Sustainability
Sustainability context: CO2 emissions

Foundations of supervised & unsupervised ML

Wed 15/07 Lecture 3 - Data exploration & preprocessing
Sustainability context: Energy transition

Explore & preprocess the SDG data

Thu 16/07 Lecture 4 - Regression models (linear, polynomial, KNN)
Sustainability context: Wedding Cake model e SDG 8

Predict SDG 8
Define the group's proposition

Fri 17/07 Lecture 5 - KNN, Naive Bayes & model evaluation
Sustainability context: SDGs & sustainability frameworks – Part 1

Classify the SDG Index

Mon 20/07 Lecture 6 - Decision trees & ensembles
Sustainability context: SDGs & sustainability frameworks – Part 2

Classify the SDG Index

Tue 21/07 Lecture 7 - Practical day — final project Final project development

Wed 22/07 Lecture 8 - Final presentation Group presentations

* Application context may change.



A S S E S S M E N T

How you are graded

20%

Participation &
in-class exercises

40%

Assignments
(Python notebooks)

40%

Final project
(research-oriented)
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J. of CSR, 4(1).

Busch, T., Barnett, M. L., Burritt, R. L. et al. (2023).  Moving beyond “the” business case: how to make corporate sustainability work. Business 
Strategy and the Environment.

Wickert, C. (2021).  CSR research in the Journal of Management Studies: a shift from a business-centric to a society-centric focus. JMS, 58(8).



A B O U T  T H E  T E A M

Who are you? 

✓ Name and country

✓ Background and university

✓ What you are researching now

✓ Motivation to take this course



T H E  C O U R S E  D A T A S E T S

Sustainable Development Goals (SDG) data

Where it comes from, how it is built, and how we use it in the course



W H E R E  T H E  D A T A  C O M E S  F R O M

The Sustainable Development Report 2025

The data come from the Sustainable Development Report 2025 

(SDR2025), published annually by the UN Sustainable Development 

Solutions Network (SDSN).

Three source sheets of SDR2025 are combined:

• All Raw Data — a country-year indicator panel, 2000–2024

• Backdated SDG Index — historical aggregate scores

• SDR2025 Data — 2025 aggregate scores

Raw indicators are merged with the aggregate SDG Index Score (sdgi_s) on 
country code (ISO3) and year.

5,382

country-year rows

208

countries

2000–
2024

time span

17

SDGs covered

Sachs et al. (2025); SDG Transformation Center (2025).



W H A T  I T  M E A S U R E S

From indicators to the SDG Index

The SDG Index summarizes how far each country is from achieving the 17 Goals, on a 0–100 scale. It is built in three steps:

1 Raw indicators

Dozens of measured variables per 
country (e.g., life expectancy, poverty, 
CO₂).

sdg3_lifee, sdg1_lmicpov …

→

2 Per-goal scores

Indicators are normalized and 
combined into a score for each Goal.

goal8 (SDG 8 score)

→

3 Overall SDG Index

The goal scores are averaged into a 
single 0–100 index.

sdgi_s



H O W  T H E  T A B L E S  A R E  O R G A N I Z E D

One row = one country-year

Both files share the same shape. Every row is a single country in a single year, described by many SDG indicators.

id ISO3 country code (e.g., AFG)

Country country name

year 2000 – 2025

indexreg world region (e.g., OECD)

sdg1_* … sdg17_* indicators, grouped by SDG

Identifiers (id, Country) and the region are not predictors — the SDG indicators are.



R E A D I N G  T H E  C O L U M N  N A M E S

The sdg{goal}_{indicator} convention

Each indicator column is named sdg<goal number>_<short name>.  A few examples:

sdg3_lifee

Life expectancy at birth

SDG 3 · Health

sdg1_lmicpov

Poverty headcount

SDG 1 · No poverty

sdg6_water

Access to drinking water

SDG 6 · Water

sdg7_elecac

Access to electricity

SDG 7 · Energy

sdg9_intuse

Internet use

SDG 9 · Infrastructure

sdg13_co2gcp

CO₂ emissions

SDG 13 · Climate

Note:  these short codes (e.g., lifee, elecac, intuse, lmicpov) are the original SDR2025 abbreviations — the odd spellings are correct, not typos. Use the 
column names exactly as they appear in the file.



D A T A S E T  A

Regression — predicting the SDG 8 score

sdg8_dataset_final.xlsx

Target: goal8 — the SDG 8 score (“Decent Work & Economic Growth”), a 
continuous number (~40–91).

You predict goal8 from indicators of the OTHER SDGs. There are no sdg8_* 
predictor columns, so the target cannot be trivially reconstructed.

Two sheets, split by time:

• Treino (2000–2018) — 3,743 rows

• Teste (2019–2024) — 1,182 rows

4,925 rows

197 countries

60 columns



D A T A S E T  B

Classification — high vs. low SDG performers

sdgi_classification_dataset.xlsx

Target: sdgi_class — 1 if the overall SDG Index (sdgi_s) is above the 
median (a high performer), 0 otherwise.

Training is balanced (1,976 vs 1,976); the test set is imbalanced (949 vs 481) — a 
good reason to look beyond accuracy.

• Treino (2000–2018) — 3,952 rows

• Teste (2019–2025) — 1,430 rows

Data leakage: sdgi_s is the index the label is built from — it must be dropped 
from the predictors.

5,382 rows

208 countries

59 columns



H O W  W E  S P L I T  T H E  D A T A

Split by time, not at random

Each file already comes divided into two sheets. We train on the past and test on the future.

T R A I N I N G

2000 – 2018
the model learns here

T E S T

2019 +
judged here, unseen

Why by time?  For data ordered in time, predicting future years from past ones is the honest test. A random split would let the model 

peek at the future — a subtle form of data leakage.



A C R O S S  T H E  C O U R S E

How each lecture uses the data

Lecture 3
Data exploration & preprocessing

Both files — explore, clean, encode, scale, split

Lecture 4
Regression models

Dataset A — predict goal8 (linear, polynomial, KNN)

Lecture 5
KNN, Naive Bayes & evaluation

Dataset B — classify sdgi_class

Lecture 6
Trees, forests & boosting

Dataset B — classify + feature importance

Lecture 2
Introduction to ML and Sustainability

Foundations



O P E N I N G  T H E  F I L E S

Two sheets per file — Treino & Teste

• In Excel: click the sheet tabs at the bottom (Treino = train, Teste = test).

• In Colab: pd.read_excel(FILE, sheet_name=0) for train, sheet_name=1 for test.

S o u r c e s

• Sachs, J. et al. (2025). Sustainable Development Report 2025. SDSN / SDG Transformation Center.

• Rockström, J. & Sukhdev, P. (2016). The SDG “Wedding Cake”. Stockholm Resilience Centre.


	Slide 1
	Slide 2
	Slide 3
	Slide 4
	Slide 5
	Slide 6
	Slide 7
	Slide 8
	Slide 9
	Slide 10
	Slide 11
	Slide 12
	Slide 13
	Slide 14
	Slide 15
	Slide 16
	Slide 17
	Slide 18
	Slide 19
	Slide 20
	Slide 21
	Slide 22
	Slide 23
	Slide 24

